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Abstract

The paper presents a voice anonymization model focusing
on preserving content rather than producing realistic speech.
It relies on content embeddings extracted from a frozen pre-
trained wav2vec2 encoder. These embeddings are decoded into
an anonymized signal using vector quantization and a HiFi-
GAN vocoder, both trained on LibriTTS without any waveform
reconstruction loss or speaker embedding mapping. The train-
ing objective encourages that embeddings of the anonymized
signal match those of the original speech. Results show that
this straightforward approach achieves a very low WER, while
removing sufficient speaker-specific information to qualify for
the VPC’s first evaluation condition. Emotional content is also
partially preserved. An adversarial auxiliary speaker classifier
is then added during training to improve the anonymization per-
formance, but the results show that this fails to improve the pri-
vacy–utility trade-off in the current experimental setup.
Index Terms: voice anonymization, speech recognition, con-
tent embedding driven reconstruction

1. Introduction
Reproducible research is important for accelerating scientific
progress either in Artificial Intelligence, in Social Science re-
search or in Computational Social Science. In these contexts,
sharing data is as important as sharing source code but it be-
comes increasingly complex due to legal constraints, such as
the GDPR [1] and the AI Act [2] in Europe and other regula-
tions around the world, or even simply considering the need to
address ethical considerations. These rules are beyond discus-
sion, as protecting the privacy of individuals is critical in the
current numerical world but one must consider their impact on
science discovery due to the limitations they impose on research
data sharing.

Among standard usages of privacy algorithms, anonymiza-
tion of audio and video data is one way to leverage data shar-
ing. Numerous high-value scientific datasets containing iden-
tifiable voices and faces are collected by researchers world-
wide. If these data are sufficiently anonymized, they can be
shared to the research community and thus can benefit many
other researchers. To achieve this, anonymization must preserve
the semantic content of speech, emotions, interpersonal inter-
actions, and other social signals expressed in recorded videos,
thus maintaining the value of the collected data. A long-term
objective for privacy-safe reproducible research would be to
make available lightweight anonymization models capable of
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anonymizing voice directly while recording speech for corpus
collection.

This research on voice anonymization is part of a broader
project about social-aware video anonymization targeting both
audio and video signals. In this first proposal, this research
focuses on voice anonymization preserving what is said while
evaluating preservation of voice emotions. The originality lies
in the ability of the model to learn to generate an anonymized
audio segment that, once processed by a given speech encoder,
would give the same latent content representation than the orig-
inal voice segment. There are no constraints nor losses within
the training process to force the generation of a realistic, human-
sounding speech signal. The motivation is that, with auto-
mated downstream tasks in mind, such as Automatic Speech
Recognition (ASR) or Speech Emotion Recognition (SER),
the anonymization model only needs to generate any signal
that carries meaningful information, without expecting it to be
clean speech. The proposed method also has the advantage of
not using pseudo-speakers to do voice conversion-based voice
anonymization. As such, it cannot be used to create deepfakes
or impersonate the voice of another person without their con-
sent.

The proposed model is evaluated according to the official
Voice Privacy Challenge 2026 protocol [3], and was submitted
to Track 1 of the challenge, which focuses exclusively on En-
glish speech.

The title of this article starts with “Listen to the Fea-
tures” as the goal is to develop a straightforward, lightweight
model based solely on the features from a pre-trained founda-
tion model. The aim is to answer the research question: is it
possible to “listen to the features”, i.e. to use them without
any or with minimal anonymization supervision to achieve good
speech recognition performance on an anonymized voice.

Remaining of this paper presents the following contribu-
tions:

• A lightweight neural architecture driven by content embed-
ding for voice anonymization targeting good WER perfor-
mance. As previously stated, the proposed model does not
use a waveform reconstruction loss, nor speaker embeddings.
Inference model is lightweight with less than 99M parame-
ters comprising 18M of trainable ones.

• Experiments showing that the best hyperparameter set per-
forms very well on ASR (word error rate of 2.53%), fair on
SER (unweighted average recall of 43.91%) while being on
the lowest privacy-preservation challenge class (equal error
rate between 10 to 20%).

• Qualitative automated Mean Opinion Score (MOS) analy-
sis of anonymized voice, highlighting that even if quality of
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anonymized signals is clearly degraded (MOS of 1.63), the
generated signals remain usable for automatic speech recog-
nition, and to some extent for emotion classification. This
observation raises a relevant question regarding the required
perceptual quality of anonymized signals as a function of the
targeted downstream tasks.

2. Related work
Voice anonymization aims to transform a voice signal in such
a way as to conceal the identity of the original speaker whilst
preserving the information required for downstream speech pro-
cessing tasks. This objective has been formalised as part of the
Voice Privacy Challenge series, in which anonymization sys-
tems are evaluated according to criteria relating to both privacy
and utility [4, 5, 3, 6]. The Voice Privacy Challenge 2026 edi-
tion further emphasizes stronger attacker models and multilin-
gual anonymization, making the preservation of linguistic and
paralinguistic information particularly important [3].

Several families of voice anonymization methods have been
explored in previous research. Signal-processing approaches,
such as transformations based on the McAdams coefficient,
modify the spectral envelope of speech in order to reduce
speaker identity while keeping the signal relatively intelligi-
ble [7]. The B2 baseline of the Voice Privacy Challenge 2026
uses such an approach [3]. Other systems rely on speaker
embedding replacement, often using x-vectors [8] or similar
speaker representations, where the original speaker embedding
is substituted or modified before speech resynthesis [6, 9].
Self-supervised speech representations have become increas-
ingly important for speaker anonymization because they can
encode robust linguistic information without requiring explicit
phonetic annotations. wav2vec2 learns speech representa-
tions from raw audio using self-supervised pretraining and has
shown strong performance for ASR after fine-tuning [10]. Such
representations have been used in voice anonymization sys-
tems to retain linguistic information while suppressing speaker-
specific features, such as in baseline B5 of the challenge [3].
Vector-quantized representations provide another mechanism
for controlling the amount and type of information retained
by an anonymization system. VQ-VAE introduced discrete
latent representations learned through a codebook, creating a
bottleneck between the encoder and decoder [11]. In voice
anonymization, such bottlenecks can be used to force the model
to preserve task-relevant content while discarding fine-grained
speaker-specific details [12]. The B5 baseline uses a vector-
quantized acoustic bottleneck to extract linguistic representa-
tions for anonymized speech resynthesis [3]. Neural vocoders
are commonly used to reconstruct waveform audio from inter-
mediate acoustic representations. HiFi-GAN is a generative ad-
versarial vocoder designed for efficient and high-fidelity wave-
form synthesis [13]. It has been used in several Voice Privacy
anonymization pipelines [6, 3] to generate an output waveform
from modified or compressed representations, rather than di-
rectly manipulating the original waveform. In parallel, adver-
sarial learning can be used to reduce the amount of speaker
information encoded in the learned representation. Gradient
reversal, originally introduced for domain-adversarial learning,
enables a model to learn representations that are useful for the
main task while being uninformative for an auxiliary classi-
fier [14]. This principle has been applied to voice anonymiza-
tion to suppress speaker-identifying information from learned
representations [15]. An auxiliary speaker predictor can there-
fore be used to encourage the learned representation to discard

speaker-specific characteristics.
The model proposed in this article is designed to be straight-

forward and lightweight, with a particular emphasis on preserv-
ing linguistic content for downstream ASR. Rather than opti-
mizing a conventional waveform-reconstruction objective, the
model is trained to match the wav2vec2-based content rep-
resentations of the original and anonymized speech. Further-
more, unlike speaker-embedding-based approaches, the pro-
posed model does not require any explicit pseudo-speaker rep-
resentation for waveform reconstruction. Instead, it relies on an
auxiliary speaker-prediction objective to encourage the model
to discard speaker information while preserving the linguistic
content of the input speech.

3. System description
3.1. Architecture

During training, as depicted on figure 1, the model uses a two-
branch approach with different functions. The first branch uses
a pre-trained encoder meant to extract latent content representa-
tions from a speech signal. Embeddings transit into a quantiza-
tion module followed by a waveform generator to reconstruct an
anonymized speech from quantized latent representation. This
branch corresponds to the final inference model. The second
branch is used only at training time. It inflects training to op-
timize network weights to avoid keeping speaker information.
These modules are described in the remainder of this section.

The first branch of the model uses a frozen pre-
trained wav2vec2 [10] model for speech encoding. The
HuggingFace implementation is used, specifically the
wav2vec2-base-960h model1. This is the standard
version of the model, pretrained and fine-tuned on 960 hours
of speech from the LibriSpeech dataset [16]. The latent
representations are extracted from the ninth hidden layer of the
model. The content embeddings coming from the wav2vec2
encoder go through a trainable upsampling layer, designed
to match the operating needs of the HiFiGAN vocoder (160
samples per frame vs. roughly 320 output by wav2vec2 [10]).
This layer is a 1-dimensional transposed convolution. The
upsampled content embeddings are then quantized by the
Factorized Vector Quantization (FVQ) module inspired by the
quantizer-vocoder combination for voice conversion proposed
in [9]. As it employs a single codebook, the proposed architec-
ture does not differentiate between linguistic content and other
features such as emotional content as the referenced model
did. It also differs by codebook size and codeword length. The
core idea is to create a bottleneck forcing the model to retain
features that are useful for the downstream task and to discard
the rest. In section 4, different values of codebook size and
codeword length, and their impact on challenge metrics are
investigated. The quantized content representations are then
processed by a Bi-directional Gated Recurrent Unit (bi-GRU)
before being fed to a HifiGAN vocoder, which generates an
acoustic signal of approximately the same length as the input
signal.

A second branch is added to the network architecture at
training time to prevent the model from retaining information
about the specific voice of the original speaker. Derived from
the adversarial classifiers proposed in [17], this branch consists
of an auxiliary speaker predictor combined with a gradient re-
versal module. The speaker classifier consists of successive

1https://huggingface.co/facebook/
wav2vec2-base-960h
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Figure 1: Schematic diagram of model. The network architecture has 2 branches. The first one starts with a frozen wav2vec2
encoder. Then embeddings transit thought a Factorized Vector Quantization followed by a bi-GRU/HiFi-GAN process to generate the
anonymized waveform. This waveform output is passed again into the frozen content encoder to generate output content embedding.
MSE and cosine similarity losses are used between input and output content embeddings to train this branch. The second network
branch enforces the system to be unaware of the current speaker thanks to gradient reversal, a speaker predictor network and a cross-
entropy between input and predicted speaker labels.

weight-normalized 1D-convolutional layers followed by Snake-
Beta activation functions [18, 19]. The speaker predictor takes
the quantized latent representations produced by the FVQ as
input and outputs a speaker id, i.e. a unique number for each
speaker.

3.2. Training process

During the training phase, all the weights of both network
branches are optimized except for the frozen wav2vec2 en-
coder. Branch divergence starts after the FVQ output. From
these projected content embeddings, the first branch uses the
Hifi-GAN generator fully retrained to generate the output au-
dio signal. The discriminators of the original Hifi-GAN are not
used. The generated signal is then fed to the frozen wav2vec2
encoder to get its content embeddings. The objective loss of the
model targets producing output-signal embeddings that match
the original ones as closely as possible. Inspired by the speaker
embedding generation loss used by Liu at al. in IDmap [20],
the difference between generated and original embeddings is
measured using a content loss function Lc, which is an equally
weighted sum of Mean Squared Error (MSE) and cosine sim-
ilarity losses between the original and generated embeddings.
The loss of the first branch is computed as

Lc = 0.5 · |x− y|22 + 0.5 ·
(
1− x⊤y

|x|2 |y|2

)
(1)

where x and y are respectively embeddings of input and gener-
ated audio signals.

For the second branch, a cross-entropy loss Ls is used to
compare the output of the auxiliary speaker predictor with the
ground-truth speaker labels. The total loss is the weighted sum
of Lc and Ls as

L = λsLs + λcLc (2)
where λs and λc are weight factors for the speaker and content
losses respectively.

4. Experiments and results
4.1. Evaluation protocol

The official Voice Privacy Challenge 2026 evaluation proto-
col [3] simulates a game between a user and an attacker. The

user shares anonymized utterances, referred to as trial utter-
ances, for downstream ASR and SER tasks. The attacker’s ob-
jective is to infer the identity of the user from those anonymized
utterances. The attacker is assumed to be semi-informed, mean-
ing that they have access to the anonymization system employed
by the user, as well as to several anonymized utterances from
each user, referred to as enrollment utterances. This enables
the attacker to train an Automatic Speaker Verification (ASV)
system specifically adapted to the anonymization system un-
der evaluation. Privacy preservation is assessed using a privacy
metric, while the preservation of linguistic and emotional con-
tent is evaluated using two utility metrics based on ASR and
SER tasks.

The proposed model is evaluated using the tools provided
by the Voice Privacy Challenge 2026 organizers. As explained
above, in the semi-informed scenario, the attacker has access
to the anonymization model being evaluated and uses it to
anonymize the enrollment utterances in order to reduce the mis-
match with the trial utterances. The attacker then anonymizes
the LibriSpeech-train-clean-360 dataset using the same model
and trains an Automatic Speaker Verification (ASV) system on
the resulting data.

This system is then used to compute the privacy metric,
the Equal Error Rate (EER). Given an utterance, the ASV sys-
tem outputs a speaker vector intended to represent the speaker’s
identity. The attacker computes a cosine similarity score be-
tween the speaker vectors of the enrollment and trial utterances.
This score is compared with a threshold to determine whether
the two utterances are from the same speaker. The EER is the er-
ror rate at the threshold θ for which the false-positive rate equals
the false-negative rate. A higher EER indicates better privacy.

The ability of the anonymization system to preserve use-
ful information is evaluated on ASR and SER tasks using Word
Error Rate (WER) and Unweighted Average Recall (UAR), re-
spectively. The challenge tools use a wav2vec2-based ASR
system trained on the original (non-anonymized) LibriSpeech
to transcribe the anonymized utterances. The transcriptions of
the anonymized utterances are compared with the original ones,
and the WER is computed as the sum of substitutions Nsub,
deletions Ndel, and insertions Nins divided by the number of



words in the original transcription Nref :

WER =
Nsub +Ndel +Nins

Nref
(3)

A lower WER therefore indicates higher utility for ASR.
The challenge’s SER evaluation system is also based on

wav2vec2. It classifies utterances into Nclass emotion classes,
from which the UAR is computed as

UAR =

∑Nclass
i=1 Ri

Nclass
(4)

where the recall Ri for class i is defined as the number of true
positives divided by the total number of samples in that class.
A higher UAR indicates higher utility for SER.

The EER and WER are computed on the anonymized devel-
opment and evaluation subsets of LibriSpeech, while the UAR is
computed on the anonymized development and evaluation sub-
sets of IEMOCAP.

4.2. Hyperparameter exploration

Several experiments were conducted to identify the best com-
bination of hyperparameters, notably codebook size and loss
weights. All experiments described in this section were con-
ducted by training the models on NVidia A100 GPUs. The
AdamW optimizer was used, with betas of 0.8 and 0.99. An
exponential learning rate decay of 0.999 was applied. For train-
ing, audio data was resampled to 16 kHz and split into random
16640-samples-long segments, which gives 52 frames of audio
data per sample. The number of parameters of the model is
summarized in table 1. Training was done on LibriTTS [21]
using train-clean-100 and train-clean-360 subsets.

Table 1: Number of model parameters (in millions). For the en-
coder, only parameters until hidden layer 9 are included. The
speaker predictor is not used at inference time, hence the addi-
tional total in the last line.

Component Total (M) Trainable (M)

Generator 18.54 18.54
Upsampling + FVQ 2.38 2.38
BiGRU + HifiGAN 16.17 16.17

Speaker predictor 14.21 14.21
Encoder 80.20 0.00

Total 112.94 32.75

Total (inference model) 98.73 –

The detailed configurations are listed in table 4, along with
their respective score on the challenge metrics. Some evaluation
results were not available at the time of submission because of
errors occurring during ASV inference. Those errors could not
be investigated on time. Those missing results are marked with
dashes in the aforementioned table.

4.2.1. Content-only experiments

The first reported results are from experiments where the
speaker loss was set to 0, i.e. only the content information was
taken into consideration. The goals are to (i) verify that the
model is actually able to generate a signal that conveys what the
speech encoder identifies as content, and (ii) get a first idea of
the impact of the size of the codebook. Two different codebook

sizes are evaluated: 2048 (with a codeword length of 8) and
65536 (with a codeword length of 16). The first configuration
is intended to test a strong bottleneck, while the latter is meant
to match the combined codebook sizes of [9]. Their respective
experiment codes in table 4 are cb2048 and cb65536. They
were both trained with a batch size of 128 for about 50 epochs.

Results show that the target performance on downstream
task, i.e. automatic speech recognition, is reached. The
cb65536 model (65536 codewords of length 16) reaches a
WER of 2.53, which is very close to the original data and bet-
ter than the challenge baseline systems. The second model with
fewer codewords had a WER of around 11%. One interesting
result is that cb65536 reaches 43.91 UAR without any su-
pervision on emotion (around 27 pp below original data). It
confirms that wav2vec2 embeddings also encode emotional
information. Without any supervision for anonymization, the
EER for both these experiments falls into the lower considered
rank for the challenge (between 10 and 20%).

4.2.2. Experiments including the speaker predictor

The experiments with a code consisting of a single lowercase
letter from a to e in table 4 represent experiments where the
speaker loss is not null. They have been designed to see what
kind of impact light speaker anonymization supervision has on
WER performance when using foundation embeddings. In all
these runs, the contribution of the speaker loss to the total loss
is lower than 10%, more than 90% remaining for the content
loss. They were all conducted for 100 epochs, with a batch size
of 128. The evaluated content loss to speaker loss weight ratio
were 10/1, 20/1 and 40/1.

In the gathered results, one can see in table 4 that the
anonymization supervision has a strong impact on the proposed
model. Indeed, WER increases up to 100 except for the e con-
figuration (same number of codewords as cb65536, former
best model) with 60% of WER using a 40/1 ratios between re-
spectively content and speaker losses. In this last case, even if
speaker loss contributes to less than 4% to total loss, it degrades
drastically WER performance. The same reasoning applies to
UAR results. Adding the anonymization supervision degrades
UAR performance but in a smaller margin that WER, the best
system (e) remaining at 38.68 UAR.

4.2.3. Results with updated evaluation tools

After submission, the organizers have reproduced the evalua-
tions with an updated version of the evaluation tools. The up-
date fixes a bug in the speaker embedding normalization and
updated the trial list for privacy evaluation for Track 1. As a
result, EER values for Track 1 decrease by approximately 2.48
percentage points on average. The final rankings are based on
these updated results. The updated values for our cb65536
submission are presented in Table 3, along with the baselines.

4.3. MOS evaluation

The strong voluntary bias of this research is to focus training
objectives on downstream tasks, mainly ASR, and to avoid us-
ing reconstruction or signal quality losses. However, it is still
interesting to see to what extent the reconstructed signal hap-
pen to look like natural speech. Informal listening tests high-
lighted that the anonymized utterances sounded ”robotic“, but
most of the words could still be recognized by a human ear.
ASR evaluation system (see table 4) are also able to deal with
the anonymized signals. One needs to quantify the former per-



Table 2: Results of the proposed model in its best configuration (cb65536) compared to original data and challenge baselines. All
metrics were computed using the tools provided by the challenge organizers. For SER utility, the UAR is the average over all emotions.
Numbers in bold font indicate the best value of the column regarding the challenge goal. Only the metrics computed on the test subsets
are used for ranking.

System Privacy – EER (%, semi-informed) ↑ ASR utility – WER (%) ↓ SER utility – UAR (%) ↑
LibriSpeech-dev LibriSpeech-test LibriSpeech-dev LibriSpeech-test IEAMOCAP-dev IEMOCAP-test

Orig. 7.34 3.91 1.80 1.84 69.08 71.06

B2 6.97 4.71 10.44 9.96 55.66 53.49
B3 19.14 16.85 4.31 4.31 38.08 35.24
B4 17.96 14.33 6.16 5.90 41.97 42.78
B5 24.20 21.28 4.91 4.44 40.08 38.25

cb65536 15.36 11.43 2.47 2.60 44.65 43.17

Table 3: Results on the test subsets reproduced by the organizers
with an updated version of the evaluation tools. Those results
will be used for the final ranking. The EER values correspond
to the semi-informed attacker scenario.

System EER ↑ WER ↓ UAR ↑

Orig. 3.41 1.84 71.08

B2 3.72 9.11 53.52
B3 14.24 4.26 37.70
B4 11.13 5.90 42.78
B5 17.05 4.53 38.09

cb65536 8.92 2.59 43.20

ceptive results and to provide a more complete qualitative eval-
uation. An evaluation of the Mean Opinion Score (MOS) is
provided. As its name suggests, MOS consists of mean quality
score given by several humans ranging on a scale from 1 (bad
quality) to 5 (high quality). As conducting a full human MOS
evaluation during the challenge time is not feasible, automated
MOS estimation is performed. To comply with MOS formal-
ism, the decision was made to get MOS from three different
models and compute their mean score: UTMOS [22], SHEET
[23] and RAMP+ [24].

The Results are depicted in table 5. MOS is evalu-
ated on both the original LibriSpeech train-clean-360 and its
anonymized counterpart using the best model from the experi-
ments previously presented (cb65536). One can see that for
original clean dataset, the MOS score is slightly over 4, even
if some sentences have bad score (min MOS down to 1.38,
1.65 in average on the three models). The anonymized coun-
terpart dataset has lower MOS scores. While min MOS val-
ues are not strongly impacted, they are nevertheless getting
closer to 1. In contrast, MOS score lost 2.48 in absolute, down
to 1.63. The max MOS value is also greatly impacted with 2.49.
These results corroborate the perception of a “robotic” voice for
anonymized speech signals.

5. Discussion
The configuration yielding the best results w.r.t. the challenge
metrics is cb65536, i.e. a codebook size of 65536, codeword
size of 16 and no loss for speaker prediction. As shown on table
2, it obtains a WER that is quite close to that on the original
data and better than all of the challenge baselines. UAR values

indicate that emotional information is partially preserved. The
EER of 11.43 % places it in the lowest ranking category of the
challenge (10% - 20%). Overall, cb65536 outperforms all the
baseline systems that would fall in the same ranking category.
Those results suggest that even with no incentive to conceal
the speaker’s voice, the bottleneck and quantization enable the
model to retain most of the useful information – at least as far as
ASR is concerned – while already discarding speaker-specific
information. Even without supervision, some emotion infor-
mation is preserved as UAR reaches 43.91, meaning that using
foundation models, even those not trained with vocal emotion
in mind, is relevant for anonymization.

However, the addition of anonymization supervision using
the speaker predictor did not have the expected effect of improv-
ing the privacy-utility trade-off, at least with the configurations
that have been tested. As shown on table 4, the models trained
with a speaker supervision yield very bad WERs. This sug-
gests that the loss on speaker prediction also prevents the model
from properly capturing content. Indeed, in listening tests,
anonymized utterances were completely unintelligible, except
for configuration e, where some words could be recognized.
This hints towards testing other content-to-speaker loss ratios.
Moreover, the speaker predictor used in anonymization super-
vision is taken from former research [12, 9]. Other speaker
anonymization approaches deserve to be explored. Neverthe-
less, as we do not want to provide deepfake tools, models using
speaker embeddings for anonymization should be avoided.

Another limitation of the present evaluation is the potential
for evaluation-model coupling. The proposed model is trained
to match content representations extracted with wav2vec2,
which is also used as the speech encoder in the challenge’s
evaluation tools. Therefore, the reported utility results may par-
tially benefit from a compatibility between the internal repre-
sentations of the anonymization model and that of the down-
stream evaluation systems, and do not establish that the pro-
posed model preserves content in a system-independent man-
ner. Further experiments with downstream ASR and SER sys-
tems based on other families of speech encoder are needed to
assess the generalization of the model.

On the topic of the quality of anonymized signals, the
MOS scores factually highlight that the quality is drastically
impacted, in line with perception tests made on subsets of the
dataset. Nevertheless, automatic speech recognition and emo-
tion classification are still possible. In the context of repro-
ducible research, this raises the question of the target quality of
the anonymized signals. Indeed, in a pure machine learning or
computational social science approaches, losing hearing quality



Table 4: Summary of the experiment configurations. The first column represents the configuration names used for the official VPC
submissions1. The next two columns show the codebook size and codeword length that were used in each configuration. The next three
columns contain the weights applied to the content and speaker losses. The contribution of the content loss to the final loss is also given
as a percentage. The final three columns give the challenge evaluation results on the datasets used for ranking (IEMOCAP-test for
SER, LibriSpeech-test for the rest). Although the EER results in the lazy-informed scenario are not used for ranking, they are included
for comparision of the configurations, since the semi-informed EER computation failed in some cases2. The missing EER results are
indicated by dashes.

Config1 Codebook Codeword Content Speaker loss λc contrib. EER ↑ (%) WER ↓ UAR ↑
name size length loss (λc) weight (λs) to loss (%) lazy-informed semi-informed (%) (%)

cb2048 2048 8 1 ✗ 100.00 22.17 12.03 11.37 39.43
cb65536 65536 16 1 ✗ 100.00 21.16 11.43 2.60 43.17

a 2048 8 10 1 90.91 33.50 19.48 105.49 32.30
b 2048 8 20 1 95.24 33.70 – 124.07 30.45
c 65536 16 10 1 90.91 46.22 – 99.99 25.63
d 65536 16 20 1 95.24 44.13 – 100.00 23.44
e 65536 16 40 1 97.56 26.58 13.67 62.53 37.04

1 The prefix mpsi can be added to the configuration codes to retrieve the anonymization suffixes used for results submission to the challenge.
2 The evaluation tools converge to NaN values failing training of the attacker.

Table 5: Automated Mean Opinion Score (MOS) using 3 auto-
mated MOS annotators. Values range from 1 (bad quality) to 5
(high quality). Values are reported for original and anonymized
LibriSpeech train-clean-360 using the cb65536 model.

Model Original LibriSpeech Anonymized LibriSpeech
min avg max min avg max

UTMOS [22] 1.38 4.10 4.57 1.29 1.80 2.67
SHEET [23] 2.02 4.22 4.61 1.24 1.35 2.29
RAMP+ [24] 1.56 4.00 4.45 1.11 1.75 2.51

Mean 1.65 4.11 4.54 1.21 1.63 2.49

of the signal is not a problem as far as downstream tasks can be
applied successfully. In social science research where human
annotation is still important, anonymization must not degrade
the quality of speech. The trade-off between anonymization
and signal quality is therefore important in the context of re-
producible research, not only in terms of metric performance
but also in terms of the target application.

Last, regarding number of parameters of the model (ta-
ble 1), the total size is 112.94M at training time. Most of the
parameters are in the wav2vec2 encoder (80.M). Only 32.75M
are trainable parameters including speaker predictor model. At
inference time, the model size is less than 99M parameters,
comprising 18.54M trained ones. Regarding the target auto-
matic speech recognition task and the corresponding WER, size
of the model is very competitive and in line with our long-term
reproductive research and privacy-preserving goal: be able to
record directly anonymized speech while collecting corpora.

6. Conclusion
This article introduces a straightforward lightweight voice
anonymization model that focuses on preserving linguistic con-
tent rather than producing high-quality human-like speech sig-
nals. The model operates entirely in the latent space of a
frozen wav2vec2 encoder and relies on vector quantization
and a HiFi-GAN vocoder to generate the anonymized signal.
No waveform-reconstruction objective nor speaker embedding
mapping are used in this proposal.

For the VoicePrivacy 2026 evaluation, the best configu-

ration achieves word error rates close to those obtained on
the original data, maintains a fair level of emotion recogni-
tion performance and reaches privacy scores that fall within
the lowest ranking category of the challenge (10 to 20%).
These results show that for automated downstream tasks such
as ASR and SER, generating a high-quality natural signal is
not strictly necessary as long as the anonymized waveform car-
ries a stable and informative content representation. The strong
degradation of perceptual quality, stated by informal listen-
ing tests and by automated MOS estimation, confirms that the
anonymized voice sounds “robotic”, yet remaining usable for
machine learning. These results raise again the relevant ques-
tion for privacy-preserving reproducible research: the target
quality of anonymized signals should be defined in relation to
the intended application, whether it is fully automatic process-
ing or human annotation for instance in social science research.
Results also suggest that a simple bottleneck based on factor-
ized vector quantization can discard part of the speaker-specific
information without anonymization supervision. On the con-
trary, adding a speaker prediction loss as supervision exces-
sively damages content preservation in the proposed setup.
These findings call for more nuanced training objectives and
alternative anonymization strategies that balance privacy, intel-
ligibility and emotional content. These strategies must not rely
on pseudo-speakers or speaker embeddings to avoid being mis-
used for deepfake generation. Future research will investigate
better trade-off between anonymization and signal quality, ex-
ploring multilingual data and more diverse corpora.

Last, considering this research within the context of models
for privacy-preserving data sharing for reproducible research,
one must analyze the systems’ usability in terms of computa-
tional cost. While WER, UAR, and EER performance met-
rics are certainly important, anonymization models must not
be resource-intensive, always requiring powerful servers and
high-performance GPUs. This is even more true if one plans
to directly record anonymous speech during corpus collection.
Based on this premise, the proposed architecture was designed
to use a model with around 99M parameters which is relatively
small regarding today’s standards. Yet, the model performs very
well in terms of word error rate but needs to improve in terms
of anonymization without drastically increasing the number of
its parameters. There is also a trade-off between metric perfor-



mance and computational cost that must be carefully questioned
in future research, with potential solutions adaptable to different
scales.
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